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1 Introduction

lcatest is designed to be a simple software test environment for parallel applications. It is used to maintain
and organize suites of test problems, run parallel applications on subsets of available tests, and present
test results on a dynamically updated website.

This document is organized as follows. In §2 we list the requirements that guided the design of lcatest. In
§3 we discuss basic usage of lcatest, including how to download, install, configure, and run lcatest. Section
§4 discusses the layout of the lcatest-generated webpages, and §5 serves as an lcatest reference. A glossary
of terms can be found in Appendix A

2 Requirement Specifications

The lcatest test suite infrastructure was designed according to the following requirements. Each requirement
is marked as • implemented, ◦ not implemented, or • partially implemented:

• (R01) lcatest must hide machine dependencies when running either interactive or batch jobs on
parallel machines.

• (R02) lcatest should permit post-processing of data from a test run using available software tools,
including parallel tools.

• (R03) lcatest should allow flexible configuration of the test application to maximize code coverage.

◦ (R04) lcatest should allow “Deferred” results, in which case a domain expert makes a “Pass” or “Fail”
decision based on viewing data or images generated by the test run.

It was determined that this requirement was not worth the added complexity of making
web pages writable by users, nor worth the difficulty of handling user authorization and
security.
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• (R05) Adding new tests should be easy enough that application developers and users can add new
tests themselves.

• (R06) The selection of which subset of available tests to run should be flexible yet easy to specify.

• (R07) Running a set of tests should require only a single one-line command.

• (R08) Test results should be optionally archived.

This can be done easily enough by users by archiving the lcatest/runs directory where
tests were run.

◦ (R09) The ability to archive results should be access-restricted.

This was not an issue since archiving is in user-space, not lcatest-space: see R08.

• (R10) lcatest should allow applying tests to either versions of the application checked out from
CVS/Subversion on the fly, or to a user’s private development version.

• (R11) lcatest should support branches and tags for applications in CVS/Subversion.

• (R12) There should be a webpage interface to view test results

◦ (R13) There should be a text interface to view test results.

This requirement was not implemented since the web page results were deemed adequate,
and text output can be obtained using text-based web browsers such as lynx.

• (R14) Test results should be sufficiently detailed to allow the user to identify the nature of the
problem of failed tests, including access to all output of individual test steps.

• (R15) Test results should allow multiple levels of information summary and detail.

• (R16) The web page should allow monitoring test runs in real-time, including periodically refreshing
the web page.

• (R17) A test should be able to generate images that are viewable both through the web interface and
the command-line interface.

Note: since R13 was not implemented, images are only viewable through the web page
interface.

• (R18) lcatest should proceed gracefully if the application crashes or hangs.

This requirement is considered partially implemented. Detecting application hangs was
implemented by forking processes, one of which is a timer and the other the parallel appli-
cation. This works, but tends to leave numerous zombie processes. The implementation of
this requirement should either be updated or abandoned. The hang-detection feature can be
turned off when running lcatest.

◦ (R19) lcatest should make efficient use of batch jobs, including consolidating multiple steps or tests
into a single batch job submission.

Support for batch job tests is lacking, but would be a useful feature of lcatest.
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◦ (R20) Test runs should be able to span multiple machines, e.g. generate initial conditions on one
machine, perform a simulation on a second machine, and analyse results on a third.

This has not been implemented due to implementation cost versus lack of need. It
would be useful for large-scale tests, but lcatest is designed more for regression testing using
smaller-scale tests.

3 Getting Started with lcatest

This section contains a FAQ-like list of how to perform various useful tasks related to lcatest, including
how to obtain lcatest (§3.1), how to install lcatest (§3.2), how to port lcatest to a new machine (§3.3), how
to use lcatest with a new application (§3.4), how to run lcatest using existing tests (§3.5), and how to add
new tests to lcatest (§3.6).

3.1 How do I obtain lcatest?

lcatest can be downloaded from the lcatest website at http://lca.ucsd.edu/projects/lcatest. It is
available as a compressed “tar” file lcatest-1.0.tar.gz, where “1.0” may vary depending on the software
version. After downloading, one can unpack the files into the lcatest-1.0 directory as follows:

gunzip lcatest-1.0.tar.gz
tar xf lcatest-1.0.tar

3.2 How do I install lcatest?

Begin by downloading and unpacking the lcatest source, and changing to the lcatest directory, e.g. cd
lcatest-1.0.

lcatest must know the path to itself. This is done by setting the LCATEST PATH environment variable to
the full path name of the top-level lcatest directory. From the lcatest-1.0 directory, for csh-type shells this
can be done using the following command:

setenv LCATEST PATH ‘pwd‘

Or, for sh-type shells, this can be done using the following command:

LCATEST PATH=‘pwd‘; export LCATEST PATH

Next, if there is not already an entry listed in the lcatest/machines directory for the machine you’re using,
see “How do I port lcatest to a new machine” in §3.3 below before continuing.
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Finally, type make (or gmake) from the top-level directory. You will be prompted to enter the project
name, the machine name, and your user name:

lcatest.config does not exist; calling lcatest init.

Enter project name: Enzo

Enter machine name: padoan-cluster

Enter user name: jobordner@ucsd.edu

The project name must exist in the projects subdirectory, and the machine name must exist in the machines
directory. If successful, documentation will be built in the doc/lcatest subdirectory, and the executable
lcatest, as well as some supporting utilities, will be generated in the bin subdirectory.

Also generated is the file lcatest.config in the top-level lcatest directory, which simply stores your project,
machine, and user names. If you wish to change any of these names later, you can either run bin/lcatest
init, or edit the lcatest.config file manually.

3.3 How do I port lcatest to a new machine?

If there is no entry in the machines subdirectory corresponding to the machine configuration you want to
run lcatest on, you will have to create a new one:

1. “cd” to the machines subdirectory.

2. Create a new subdirectory corresponding to your machine. By convention, the name should be of the
form “organization-machine[:variant ]”, all lower-case; for example, “sdsc-datastar”. The “variant”
portion is optional, though there should probably be a variant-less entry for each machine to use as
the default.

3. “cd” to the newly-created machine directory.

4. Create a *.config configuration file for the machine, where the base name is the same as the name
of the new directory; for example, “sdsc-datastar.config”. The variables that should be defined in
the machine configuration file include the following, with underlined example values taken from the
padoan-cluster machine:

cpp path /usr/bin/cpp -P -traditional-cpp Path to the cpp command
hdf5 inc -I /share/apps/hdf5-1.6.5/include Includes for HDF5
hdf5 lib -L /share/apps/hdf5-1.6.5/lib -lhdf5 Libraries for HDF5
hdf4 lib Libraries for HDF4 (usually empty)
cxx g++ Path to the C++ compiler
num nodes 16 Number of nodes available..
num procs 32 Number of processors available.
num procs per node 2 Number of processors per node.
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5. Create a “interactive.template” template file for running parallel interactive jobs on the machine.
This file must be written in bash shell scripting language, should contain the macros “EXE” and
“ARGS” for the application executable and application arguments, respectively, but may also contain
any of the macros listed in §5.3.3. For example, the following is the “interactive.template” for the
padoan-cluster machine (most of the commands are for cleaning up remnants of any previous mpirun
commands that did not terminate cleanly):

P4 GLOBMEMSIZE=268435456
export P4 GLOBMEMSIZE
/opt/mpich/gnu/sbin/cleanipcs
for i in ‘cat [MACHINE DIR]/mpirun machinefile | uniq‘
do

ssh $i /opt/mpich/gnu/sbin/cleanipcs
ssh $i killall -9 EXE

done
cp [EXE DIR]/EXE .
/opt/mpich/intel/bin/mpirun -np [PROCS] -machinefile [MACHINE DIR]/mpirun machinefile ./EXE ARGS

For serial machines, the interactive.script file may simply contain “[EXE DIR]/EXE ARGS.

6. Create an empty “batch.template” template file. Currently, batch parallel jobs are not supported by
lcatest.

7. Add any other files required for the machine. For example, an mpirun machinefile file is accessed in
the above interactive.template file example as an MPICH machine file.

3.4 How do I create a new project?

If there is no entry in the lcatest/projects directory corresponding to the project configuration you want to
use lcatest with, you will have to create a new one:

1. “cd” to the projects subdirectory.

2. Create a new subdirectory corresponding to your project. The name should be descriptive of the
project, for example “Enzo”.

3. “cd” to the newly-created project directory.

4. Create a *.config configuration file for the project, where the base name is the same as the name of
the new directory. For example, “Enzo.config”. The variables that should be defined in the project
configuration file include the following, with underlined example values taken from the Enzo project:

path /Enzo absolute path to the project code
src dir amr mpi/src relative path to the source code
exe dir bin relative path to the executable
cvs root :pserver:anonymous@jbpc.ucsd.edu:/usr/local/cvs llnl CVS root, if available
svn root svn://mngrid.ucsd.edu/Enzo Subversion root, if available
svn branch /trunk/devel/Enzo Subversion branch, if available
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3.5 How do I run existing tests?

Tests are run using the lcatest run command in the bin subdirectory. lcatest run has numerous options,
which are described in §??, and can be listed using lcatest help run.

Some simple examples include the following:

lcatest run : This will run all available tests for the active project. Since the number of tests for a project
may be very large, you probably do not want to do this.

lcatest run -list This will list all available tests but not run them. The -list option can be used with any
other combination of options.

lcatest run -level 2 Each test has an assigned level, which is generally used to specify how frequently a
test should be run. This command will run all tests of “level 2” or lower. See §?? for details about
levels.

lcatest run -category Regression Each test can be assigned to one or more test author-defined categories.
This command will run all tests that are in the Regression category. See §?? for details about
categories.

lcatest run -only test Test-1 Test-2 To run specific tests by name, the -only test switch can be used to
specify which tests to run.

3.6 How do I add a new test?

New tests can be added to the tests subdirectory. Unlike the machines and projects subdirectories, the
tests subdirectory can contain further user-defined subdirectories. This can be useful for organizing tests
depending on project, author, scope of tests, etc.

Also, note that lcatest tests are not just for running application test problems, but can also be used for
configuring or compiling the application the application itself.

Perhaps the easiest way to create a new test is to copy an existing test directory, and modify it appropriately.
The steps for creating a new test are the following:

1. “cd” to (and create if necessary) an appropriate subdirectory under the tests subdirectory.

2. Create a new subdirectory corresponding to the test. The name should be descriptive of what the
test does, and must have a unique name.

3. “cd” to the newly-created test directory.

4. Create a *.config configuration file for the test, where the base name is the same as the name of
the new test directory; for example, “SedovBlast-parallel” “sdsc-datastar.config”. Below is an example
configuration file, with underlined example fields taken from the SedovBlast-parallel test:
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name SedovBlast-parallel Test name, which must match the test directory
summary Sedov Blast (unigrid version) Description of what the test does
author jbordner@cosmos.ucsd.edu Who wrote the lcatest test
created 2006-11-02 Date the test was created
category Problem:Parallel An author-defined test category
level 6 Test level
steps 4 5 6 Which steps the test implements
run type serial Whether the test is serial or parallel
num procs 4 Number of processors to use
max time 1800 Maximum seconds before timing out
depend Compile-Enzo What tests need to be run first
in file SedovBlast A required input file
in file cycle-time-reference.data A required input file
out file OutputLevelInformation.out A generated output file
out file cycle-time-test.data A generated output file
out file Enzo Options A generated output file
out image cycle-time.png A generated output image
avg time 00:22:35 Estimate of the average running time
rm file enzo List of files to remove after running the test

Not all fields above are required, and there are other optional fields available for writing test config-
uration files. See §5.3 for a comprehensive list of test configuration fields, and a detailed description
of each.

5. Create *.template files for each of the “steps” the test implements. Only the last step is required; all
others are optional. But there must be one *.template file for each step listed in the “steps” field of
the test configuration file.

1-configure.template Configuration step
2-compile.template Compilation step
3-prepare.template Preparation step
4-execute.template Execution step
5-filter.template Result filtering step
6-evaluate.template Test evaluation step

See §5.3.3 for detailed descriptions of these script templates.

6. Include any input files required by the test. In particular, any of the “in file” files specified in the
test *.config file should be included.

4 Navigating lcatest web pages

The main user-interface to lcatest is HTML output generated throughout the lcatest subdirectories. Web
pages are generated automatically by the lcatest executable when tests are run using lcatest run, or when
lcatest update is executed.
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Web pages are generated in the tests (§4.1), runs (§4.2), project (§4.3), and machine (§4.4) directories. The
top-level web page index.html in the lcatest directory simply contains a menu of links to top-level pages in
these four subdirectories. All other web pages maintain this menu, so any of these four top-level tests, runs,
projects, or machines web pages can be reached immediately from any other lcatest-generated web page.

4.1 Test pages

Test pages are used to navigate all tests in the tests subdirectory. After adding a new test, one can run
lcatest update in the bin directory to generate web pages for the updated test.

4.1.1 List of all tests

A portion of an example top level tests page, generated by lcatest in tests/index.html, is shown below:

Each row corresponds to an lcatest test in the tests subdirectory. The first column is the unique test
name—clicking on the test name will load the single test page (§4.1.2) for the given test. The second
column is the default category for the test (a test’s default category is the first category listed in the test’s
configuration file), the third column is the test level, and the last column is a summary of the test.

4.1.2 Single test page

Clicking on a specific test in the page listing all tests (§4.1.1) brings up the page tests/test-path/index.html
devoted to the single test.

The header line for the single test page (not shown) contains the name of the test, and navigation links
<<< and >>> for the single test pages of the previous and next test, respectively.

The first table, shown below, contains information stored in the test-author generated test configuration
file. Clicking on the test name link will load the raw configuration file. Tests that are dependencies (tests
listed in the “depend” field in the test configuration file), and input files (files listed in the “in file” field)
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are also linked:

The second table lists the test’s step template files. All possible template files are listed, but only those
implemented by the specific test (in this example Steps 4, 5, and 6) are linked:

4.2 Run pages

Run pages display information related to test runs. There are three levels of detail: at the highest level is
a one-page summary of all runs made (§4.2.1); at the middle level are pages summarizing all tests within
each specific run (§4.2.2); and at the lowest level are details about each specific test run in each specific
run (§4.2.3).

4.2.1 List of all runs

The top-level runs/index.html web page lists all runs. Each row corresponds to a single execution of lcatest
run. So each time lcatestlcatest run is executed, an additional row is appended to this table. The first
column is a short description of each run—clicking on any of these will load the web page for the single
run (§4.2.2). If available, the second column will refer to the repository revision number. The next two
columns show the date and time that the run was executed, and the remaining columns show results of
each individual test in the run:
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The key of results for each individual test are shown at the bottom of the web page:

See §5.3.2 for descriptions of the possible test results.

4.2.2 Single run of multiple tests

Clicking on a specific run in the page listing all runs (§4.2.1) brings up the page runs/run-id/index.html
devoted to a single run.

The header line for the single run page contains the run ID, and includes navigation links <<< and >>>

for the single run pages of the previous and next runs, respectively.

The first table, shown below, contains information in the lcatest-generated run result file run-id.run.result.
Clicking on the run ID in the table shows the run result file itself.

The second table lists each test in the run, one per row. (Note that there was one test per column in the
top-level page showing all runs §4.2.1). The first column shows the result, the second column the test run
duration, the third the test name, and the fourth column the test summary.
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Note that some tests may be shown in the single-run page but not in the all-runs page. These are tests
that have the optional quiet field set to true in their test configuration file (§5.3). Any of the individual
test runs can be clicked, which will bring up a single test run page for the specific test in the run (§4.2.3).

4.2.3 Single test run

Clicking on a specific test run in the page listing all tests in a run (§4.2.2) brings up the page runs/run-
id/test-name/index.html devoted to a single test in a single run.

The header line for the single test run page contains the run ID and test name, and includes navigation
links <<< and >>> for the single test run pages of the previous and next tests in the given, respectively.
Clicking on the run id will go to the single run page for the run (§4.2.2), and clicking on the test ID in the
header will go to the single test page for the test (§4.1.2).

The top table shows information related to the specific test run. The first column includes fields related
to the run, the project, and the date and duration. Clicking the run ID wil again go to the single run page
(§4.2.2). The second column contains static information related to the test, including the test name, level,
steps, categories, and dependencies. Links in this column will go to the single-test page (§4.1.2) for the
corresponding test, which may be this test itself, tests listed in the depend field of the test’s configuration
file. The third column contains more dynamic information related to the running of the test, including
input files, output files, and any output images, messages, or warnings that may be generated. Links are
available to the raw input, output, or image files.
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The bottom table shows information related to each specific step of the test. Each row corresponds to
a step implemented by the test. The first column is the step name, and the second the step duration.
Columns three, four, and five contain the test’s step template file (before macro expansion), the step script
file (after macro expansion), and the output of executing the step script file. The output file is generally the
most useful for diagnosing problems. The last column contains the return value for each step. Typically
only the last entry in the last column contains a value, since only the last step 6 is required to return a
result (which is taken to be the result for the entire test run). However, other test steps can also return
values.

4.3 Projects page

The projects page projects/index.html is simply a table showing the field values for each defined project.
Currently there are no links to the project configuration files.



5 LCATEST REFERENCE 13

4.4 Machine pages

The machines page machines/index.html is simply a table with links to the machine configuration file in
column two, the interactive template file in column three, and the (currently unsupported) batch template
file in column four.

5 lcatest Reference

lcatest is designed around the “objects” project, test, run, step, result, machine, and user. Objects are
organized roughly into directories (see §5.1).

5.1 Files and directory structure

The directory structure is designed to be “object-oriented”, with subdirectories being closely associated
with the objects listed in Section 5. Interdependencies between directories are kept to a minimum to reduce
duplicate data between subdirectories.

Files

lcatest.config lcatest-generated configuration file.
README Basic (and likely obsolete) documentation.
Makefile Makefile for building documentation and lcatest binary.
lcatest.css HTML Cascading Style Sheet for webpages.
index.html Top-level lcatest-generated web page.

Directories

bin/ Directory containing the lcatest source code.
doc/ Directory containing LATEX documentation of lcatest.
machines/ Directory containing information about specific machines.
projects/ Directory containing project definitions.
runs/ The lcatest-generated directory containing test runs.
tests/ Directory containing test definitions.
work/ The lcatest-generated work directory. Do not taunt the lcatest work directory.
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5.1.1 The lcatest.config file

The lcatest configuration file lcatest.config, created by lcatest init, has the following fields, in any order:

project Name of the current project.
machine Name of the current machine.
user Name or e-mail of the current user.

The specified project must correspond to a valid subdirectory in projects (§5.1.4), and the specified machine
must correspond to a valid subdirectory in machines (§5.1.3).

5.1.2 The bin/ subdirectory

The bin/ subdirectory contains the main lcatest executable and all associated source code.

Python files used for creating the main lcatest executable include the following:

Command.py Main lcatest command-line commands
Error.py Error handling
Global.py Maintain and access global state information
Html.py Functions related to generating HTML pages
lca.py General lcatest functions
lcatest.py Test suite control program
Machine.py Functions related to machines
Project.py Functions related to projects
Run.py Functions related to test runs
Test.py Functions related to tests
Warning.py Warning handling
Work.py Functions related to the work directory

Other files in the bin/ subdirectory—some of which are Enzo-specific, outdated, not referenced, or various
combinations thereof—include the following:

colormap.h Include file for grid-plot.C
cvs-checkout Script file accessed by lcatest from Command.py
cycle-time-dt Test script accessed by Enzo tests
enzo-branch Script called by enzo-run
enzo-regression Script for calling Enzo regression tests
enzo-run Script for calling Enzo regression tests
GreyScale.color Apparently unaccessed test data file
grid-particles.C Apparently unaccessed Enzo particle utility
grid-plot.C Utility for 2D plots of ≤ 3D HDF5 data
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grid-read.C Utility for summarizing HDF5 data
gt Test shell script for comparing two numbers.
killhang Apparently unaccessed shell script.
lca-clean-run Apparently unfinished Enzo test shell utility
lca-copy Enzo shell utility for rsyncing remote runs
lca-permissions Shell utility for post-processing copied remote runs
lca-post-copy Shell utility for renaming remote runs
lca-regression Script for calling Enzo regression tests
lca-results
lcatest-test.sh
lt Test shell script for comparing two numbers.
Makefile Displays text summary of “all-runs” web page
pngwriter.cc Paul Blackburn’s pngwriter code—see header.
pngwriter.h Paul Blackburn’s pngwriter code—see header.
svn-checkout Script file accessed by lcatest from Command.py
testlcatest lcatest test script

5.1.3 The machines/ subdirectory

The machines/ directory contains all machine-specific settings. It is organized into subdirectories, one per
machine. Subdirectory names are of the form organization-machine, where “organization” is an acronym,
and “machine” is the full machine name. Examples include sdsc-datastar, ncsa-mercury, llnl-thunder, etc.
For private computers, “organization” can be the computer’s owner, e.g. padoan-cluster.

For flexibility, multiple directories can be create for the same physical machine. This may be useful if tests
are to be run using multiple configurations of the same machine, e.g. for using all processors in a node,
using one processor in a node, or for running in multiple batch queues. Machine variant subdirectory names
should have the form “organization-machine[:variant ]”, all lower-case. For example, sdsc-datastar:one-proc-
per-node. The “variant” portion is optional, and there should be a variant-less entry for a machine before
adding variants.

Each machine subdirectory should contain the following files:

machine.config. This file should contain the following machine-dependent settings:

cpp path Full path to the cpp C pre-processing command.
hdf5 inc Compile-line arguments for including the hdf5.h include file.
hdf5 lib Compile-line arguments for linking with libhdf5.a.
hdf4 lib Compile-line arguments for linking with libz.a and libsz.a. Not always required.
cxx C++ compiler
max nodes Number of nodes in the machine.
max procs Number of processors in the machine.
max cores Number of cores in the machine.
max procs per node Number of processors per node.
max cores per proc Number of processors per node.
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interactive.template. This file should contain a template of the code necessary to run a parallel job in
an interactive node. It may include any macro available listed in §5.3.3 except “IRUN” or “BRUN”.

batch.template. This file should contain a template of the shell script necessary to submit a parallel
batch job. It may include any macro available listed in §5.3.3 except “IRUN” or “BRUN”.

The interactive.template and batch.template may contain the same macros that can be in test step files
(see §5.3.3). It should also use the EXE and ARGS macros which are supplied by the IRUN(EXE,ARGS) or
BRUN(EXE,ARGS) call.

5.1.4 The projects/ subdirectory

The projects/ subdirectory contains files of the form project-name.config.

branch default CVS/SVN code branch
path path to the source directory
src dir relative path to the source code
exe dir relative path to the binary executable
cvs root CVSROOT for the project
svn root The location of the SVN project root
svn branch The name of the default branch

5.1.5 The runs/ subdirectory

The runs/ directory contains subdirectories, one per test run. Subdirectory names are organized by run
categories, which can have arbitrary depth. Each leaf run subdirectory contains further subdirectories of
each test in the run, which are named using the names of tests in the run. For details about runs, see 5.4.

5.1.6 The tests/ subdirectory

The tests/ directory contains subdirectories, one per test. Subdirectory names are organized by test
categories, which can have arbitrary depth. Each leaf test subdirectory contains files defining the test. For
further information about tests, see 5.3.

5.1.7 The work/ subdirectory

The work/ subdirectory is an “internal” directory used by lcatest to store temporary data, state information,
etc.
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Files created by lcatest are the following:

• lcatest.state State of lcatest: = {idle, running, waiting, error} .

The work/ subdirectory also contains source code of projects checked out of a CVS or Subversion repository.

5.2 The lcatest command

lcatest is the main executable for configuring, running tests, and querying information about tests and
results. It is generated in the bin directory using make, and has the following sub-commands:

• lcatest init Initialize lcatest.
• lcatest run Run the specified tests.
• lcatest update Rebuild web pages and internal database.
• lcatest help Display help information.

These subcommands are discussed further in §5.2.1 through §5.2.4.

5.2.1 lcatest init

Usage: lcatest init

The lcatest init command is used to initialize lcatest when it is first installed on a machine. It prompts the
user for basic information and creates the file lcatest.config (see §5.1.1).

5.2.2 lcatest run

Usage: lcatest run [argument ...]

Arguments:
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Argument Description
• -category category1 . . . Specify categories
• -not category category1 . . . Specify categories test should not belong to
• -level level Specify highest test level
• -only level level Specify exact test level
• -force test test1 . . . Run the specific test(s)
• -only test test1 . . . Run only the specific test(s)
• -skip test test1 . . . Do not run test, even if there is a dependency
◦ -machine machine Specify machine
◦ -author author Specify author
• -project project Specify project
• -cvs tag CVS tag Specify CVS tag, or “current”
• -svn revision SVN revision Specify SVN revision
◦ -svn branch branch Specify SVN branch
◦ -source directory Specify source directory
◦ -serial Specify serial runs only
◦ -interactive Specify interactive runs only
◦ -batch Specify batch
• -list List tests
• -info Display detailed information about tests
• -debug Print debug info
◦ -archive destination Archive results to destination (scp format)
• -summary summary Use given summary instead of prompting for one
• -run name name Specify the name of the run, replacing the default form “Rnnnn”
• -no update Don’t update webpages dynamically (speeds things up considerably.)
• -divider Insert a small space in the HTML “all runs” page before this run

Fields marked with ◦ are not implemented (yet).

The lcatest run command is used to run tests, either individual tests, every test available, or some subset of
tests. The default is to run all tests, which is probably not what is desired. The -category, -level, -only level,
and -machine options are used to restrict tests run.

The -only test option may also be used to execute a specific list of individual tests. In this case, the
-category, -level, -only level, and -machine options are ignored. Any dependent tests are also run—to force
not running dependent tests, the -skip test flag must be used.

The -force test option may be used to run the given list of tests. These tests are run in addition to those
specified by the -category, -level, -only level, and machine options.

The -project and -machine options may be used to temporarily override the corresponding values defined
in the lcatest.config file.

The following is pseudocode for the lcatest run command:

1 Parse arguments
2 Check out source code
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3 Determine tests to run
4 For each test test

4.1 Run test
4.1.1 Run tests/test/1-configure step
4.1.2 Run tests/test/2-compile step
4.1.3 Run tests/test/3-prepare step
4.1.4 Run tests/test/4-execute step
4.1.5 Run tests/test/5-filter step
4.1.6 Run tests/test/6-evaluate step

4.2 Update runs/ HTML files.
5 Clean up

(Note that 4.2 could be after each individual test step rather than after each test.)

lcatest run may append or prepend commands to the user-supplied test scripts, especially for scripts that
involve batch runs. For example, for maintaining state information in work/ for determining when a batch
job has completed, or to help clean up after an internal lcatest failure.

5.2.3 lcatest update

The lcatest update command is used to (re)generate all web pages. On machines with slow file systems
and large numbers of tests to run, running the tests may proceed faster if lcatest run commands are called
using the -no update to turn off dynamic web page generation while lcatest run is run, and follow the runs
with a call to lcatest update to generate all the web pages once at the end.

5.2.4 lcatest help

The “lcatest help” command displays help information for all known lcatest commands, and the “lcatest help
command” command (e.g. “lcatest help run”) will display detailed help for the specific lcatest command.

5.3 Tests

Tests have the following fields, stored in the name.config file in the category subdirectory.

• name Unique user name for the test. No white space or funny punctuation.
• project∗ Project name this test is associated with.
• summary One-line summary of the test.
• author+ Author (name and e-mail) or authors for contact for the test.
• description+ Description of the test. Can be multi-line.
• created Date for when the test was written.
• category+ Category is equivalent to the path.
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• level Run-level for the test.
• steps Which steps this test implements. Default “1 2 3 4 5 6”.
◦ avg time Estimate of the wall-clock time in HH:MM:SS.
• max time Maximum allowed wall-clock time in HH:MM:SS.
◦ note∗ User notes about the test. Users should add name and date.
• is valid true or false; default true. Use false to effectively turn test “off”.
◦ run type serial, interactive, or batch. Default interactive.
• num procs Number of processors to run on.
• depend∗ List of tests that must be run before this one. E.g. to compile.
• before∗ Specify a test that, if run, must be run before this one. E.g. configure.
• after∗ Specify a test that, if run, must be run after this one.
• svn branch∗ List of SVN branches required by this test. E.g. “branches/RT”
◦ machine∗ Optional list of specific machines.
◦ program∗ List of external non-Enzo programs required.
• in file∗ List of input files required from data/.
• out image∗ List of images to include in the HTML output. Useful for “deferred” tests.
• out file∗ List of files that are expected to be created by the test. Used for checking.
• rm file∗ List of files to remove after a run to save on storage. Can use globs.
• rm dir∗ List of directories to remove after a run to save on storage. Can use globs.
◦ atleast version∗ Minimum valid version number required. Of the form e.g. v3 2 16
◦ atmost version∗ Moximum valid version number required. Of the form e.g. v3 2 16
• comment . . . Comments.
• quiet∗ Don’t list test in summary run listings

A test’s “name must be unique, and must . The “name.config” file contains simple “key value” pairs.
“value” may be a string, and quotes (matching single quotes or matching double quotes) are optional.

Fields marked with a “∗” can appear zero or more times per test. Fields marked with a “+” can appear
one or more times per test. Fields in italics are optional (they can appear zero times). Fields marked with
“◦” are not implemented (yet).

“depend” may have multiple tests per line, and multiple lines. Multiple tests within a line means that one
of the tests must be run first (e.g. to compile); multiple lines means that one test from all lines must be
run first.

“before” and “after” are used to specify dependencies of optional tests: “before” means the specified test,
if run, must be run before this one; and “after” means the specified test, if run, must be run after this
one. Only one test per line is permitted for “before” and “after”. “before” and “after” provide identical
functionality: “before B” in test A is equivalent to “before A” in test B.

The behavior of “depend”, “before”, and “after” are summarized below, where [A] means “run test A”,
[A, B] means “run test A and B in unspecified order”, ⇒ means “implies”, A → B means “run tests A and
B in the specified order”, and | means “logical or”.

A: depend B [A] ⇒ [B → A]
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A: depend B C [A] ⇒ [B → A]|[C → A]
A: before B [A, B] ⇒ [B → A]
A: after B [A, B] ⇒ [A → B]

5.3.1 Test levels

Tests are assigned an integer “level”. Levels are mainly used for controlling the “depth” of testing. Lower
numbered test levels are generally for tests that are quick to run, exercise the most important code sections
of the application, and are meant to be run more frequently. Higher-numbered test levels are for tests that
may take a lot of computing time, exercise less-frequently used code, or otherwise not be designed to be
run very frequently.

Assigning a level to a test is a judgment call, and it’s perfectly reasonable for test authors to change the
level of a test if they want.

5.3.2 Test results

At any time, a test result has one of the following values:

Unknown The test has not been assigned a result.
Queued The test is scheduled to be run.
Running The test is currently being run.
Error There was an unrecoverable error when running the test
Pass The test ran and was deemed successful
Fail The test ran and was deemed unsuccessful
Hang The test overran its maximum allowed time limit
Deferred The test ran, but results need to be evaluated manually

5.3.3 Test files

The steps in a test are implemented by the test author using the shell scripts 1-configure.template, 2-
compile.template, 3-prepare.template, 4-execute.template, 5-filter.template, and 6-evaluate.template. These
scripts may include the following macro definitions, which will be expanded by lcatest:

◦ BRUN(EXE,ARGS) Submits the executable to a batch job.
• IRUN(EXE,ARGS) Runs the executable on an interactive node.
• RETURNED(test,step) Returned text from the given test (name) step.
• RETURNED FILE(test,step) The file name containing the given test’s return value.
• OUTPUT(test,step) File containing stdout from the given test (name) and step.
• MESSAGE(message) Informational text to display while running. Saved in step.message.
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• WARNING(message) Warning text to display while running. Saved in step.warning.
• RETURN(text) Return text for the script.
◦ INCLUDE(test,step) Include the script for the given test and step
• [PROJ DIR] The top directory in the application.
• [SRC DIR] The directory containing the source.
• [EXE DIR] The directory containing the executable after it’s compiled.
• [RUN DIR] The directory that the test is running in.
• [BIN DIR] The path to the lcatest bin directory.
◦ [BRANCH] The main application branch.
◦ [VERSION] The main application version.
• [THIS TEST] Name of this test.
• [MACHINE] Name of the machine. Useful for machine-dependent code.
• [PROJECT] Name of the project. Useful for project-dependent code.
• [PROCS PER NODE] Number of processors per node to use.
• [PROCS] Total number of processors to use.
• [NODES] Total number of nodes to use.

Macros marked by “◦” are not implemented (yet).

The script templates implementing the test steps are described below:

1-configure.template. This script is used to configure the application in preparation for being compiled.
There is an implicit call to “cd PROJ DIR” before the script is executed.

2-compile.template. This script is used to compile the application (e.g. Enzo) and any other required
utilities (e.g. ring and inits). There is an implicit call to “cd SRC DIR” before the script is executed. The
script should copy all executables to the EXE DIR.

3-prepare.template. This script is used to run all pre-processing commands (e.g. inits) before the main
application. There is an implicit call to “cd RUN DIR” before the script is executed. For parallel commands,
the BRUN and IRUN macros should be used for batch or interactive jobs, respectively.

4-execute.template. This script is used to run all main executables (e.g. enzo). The BRUN and IRUN
macros should be used for running parallel batch or parallel interactive jobs, respectively. There is an
implicit call to “cd RUN DIR” before the script is executed.

5-filter.template. This script is used to run post-processing utilities on the output. There is an im-
plicit call to “cd RUN DIR” before the script is executed. Output from all previous steps are available
in RUN DIR/out.1-configure, etc., as are other output data files by the test. The purpose of this script is
to reduce and post-process the output data from a potentially enormous amount of data, to a very small
amount of data that can be easily parsed by the next step. The post-processing commands may be used to
generate plots or figures, depending on the test. To be viewable through the lcatest web pages, such plots or
figures should be supported by the HTML <img> tag, and also be listed in the images test header file. Data
to be communicated to 6-evaluate can be written to stdout so it can be read using RUN DIR/out.5-filter, or
written to a test-specific temporary file or files.
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6-evaluate.template. This script uses the filtered output from 5-filter to determine whether the test was
successful or not. There is an implicit call to “cd RUN DIR” before the script is executed. It can read
any file in RUN DIR, but should concentrate on RUN DIR/out.5-filter. The sole output should of 6-evaluate
should be “Pass”, “Fail, or “Deferred”. Any other output, or no output, will be interpreted by lcatest as an
“Error” result.

5.4 Runs

Runs have the following fields, stored in the run-name.run.result file. Run identifiers have the form Rnnnn
by default. Unlike test configure files, result files for runs are generated by lcatest.

• run id Unique ID for the run of the form Rnnnn.
• summary One-line summary of the run (e.g. lcatest run arguments).
• tester+ The person(s) (name and e-mail) who ran lcatest run.
• project Project that was being tested.
• machine Machine the runs were made on.
• date The date that the test was started.
• time The time that the test was started.
◦ duration The actual time in HH:MM:SS required to perform the run.
• test version Version of lcatest used.
◦ note∗ Notes for the run.
◦ code branch The code version of Enzo tested.
◦ code version The code version of Enzo tested.
◦ test version The version of lcatest used.

Fields marked with ◦ are not implemented (yet). Each run directory contains a further set of test sub-
directories, one per test in the run, that contain test results and any generated data, plots, etc. These
directories are where all results for the test runs are archived.

5.5 Test Runs

Each test run subdirectory in the run directory contains the following fields, stored in the test-name.result
file.

◦ run id Unique ID for the run of the form Rnnnn.
◦ test name Unique name of the test run.
◦ date The date that the test was performed.
◦ time The time that the test started.
◦ duration The actual time in HH:MM:SS required to perform the test.
◦ result The result of the test.
◦ approved Whether someone has assigned a result to a deferred test. “Yes”, “No”, “Queued”.
◦ note Notes for the test run.
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Fields marked with ◦ are not implemented (yet). Hmmm. Each test subdirectory also contains generated
scripts and output of individual steps, of the form

• step.template Copy of the original test template file.
• step.script The template file run through cpp.
• step.control Top-level script implementing the step. Calls step.script.
• step.output Output of lcatest executing the step.control file.
• step.return Optional file containing the return value for script file.

After a test is run, the user can re-run any step by executing the “step.control” manually.

A Glossary

author. The author refers to the main author or authors of a test.

category. Individual tests are organized into categories. Examples of categories are “Configure” tests,
“Physics” tests, etc. Tests can have optional subcategories delimited using colons “:”; for example,
“Physics:gravity”. Tests may have multiple categories.

compile. Step 2 in running a test is to compile the application (e.g. Enzo) and any other executables
required in the prepare step (e.g. inits, ring, etc.)

configure. Step 1 in running a test is to configure the application. For example, to select the floating
point precision, integer size, etc.

evaluate. Step 6 in running a test involves evaluating the salient output of previous steps to assign a
result to the test.

execute. Step 4 in running a test is to execute the main application.

filter. Step 5 in running a test is to filter data from previous steps using post-processing programs
(e.g. gnuplot, grep, IDL, etc.) after the execute step. The purpose is to prepare for the evaluate step.

level. Each test is assigned a level. Levels are primarily used to determine how frequently tests are
intended to be run: tests in lower levels are generally intended to be run more frequently than tests in
higher levels.

prepare. Step 3 in running a test is to prepare for the execute step by executing all required pre-processing
programs (e.g. inits, Xring, , etc.)

result. The result is the main output of the evaluate step. The result can include “Unknown”, “Queued”,
“Running”, “Error”, “Pass”, “Fail”, “Hang”, or “Deferred”.

run. A run refers to the execution of a sequence of one or more tests, using a specific branch and version
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of the main application, on a specific machine.

step. A step is the basic component of a test.

test. A test is the sequence of steps configure, compile, prepare, execute, filter, and evaluate. Running a
test (see test run) produces a result. Depending on the test, some steps may be omitted.

test run. A test run is the execution of a test within a run. A test run can be viewed as the instantiation
of a test.

tester. The tester is the person who executes a run of tests.


